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Abstract: Nuclear energy is increasingly being considered for such targeted energy applications as
data centers in light of their high capacity factors and low carbon emissions. This paper focuses on
assessing the tradeoffs between economies of scale versus mass production to identify promising
reactor sizes to meet data center demands. A framework is then built using the best cost estimates from
the literature to identify ideal reactor power sizes for the needs of the given data center. Results should
not be taken to be deterministic but highlight the variability of ideal reactor power output against the
required demand. While certain advocates claim that with the gigawatts of clean, firm energy needed,
large plants are ideal, others advocate for SMRs that can be deployed in large quantities and reap the
benefits from learning effects. The findings of this study showcase that identifying the optimal size
for a reactor is likely more nuanced and dependent on the application and its requirements. Overall,
the study does show potential economic promise for coupling nuclear reactors to data centers and
industrial heat applications under certain key conditions and assumptions.

Keywords: data centers; nuclear energy; economies of scale; economies of multiples; availability;
levelized cost of energy; levelized cost of heat

1. Introduction

The need for baseload clean energy is coming more into the spotlight in the United
States. The need for reliable firm energy has been exacerbated by the rapid growth in
demand from data centers and artificial intelligence [1–8]. One particular study even
predicts that power demands from data centers could rise from 4% of total US consumption
currently to as much as 9% by 2030 [1,9]. Many of the companies that operate the biggest
data centers have 2030 net-zero goals (e.g., Google [10] and Microsoft [11]). This is driving
renewed interest in nuclear power, exemplified by a recent study referencing Google,
Microsoft, and Nucor [12] and several other recent studies [13]. Separately, Dominion
Energy is also exploring the possibility of connecting a data center directly to a nuclear
power plant (NPP) in Connecticut [14]. Even more prominent is the recent acquisition by
Amazon Web Services (AWS) of a data center campus at the Susquehanna Nuclear Power
Station in Pennsylvania [15]. For further background on the escalating power demand
from data centers, the role of nuclear energy, and the increasing interest in its utilization,
the reader is directed to Appendix A.

The data center/nuclear plant connection (the AWS/Talen type of connection in
particular) is a behind-the-meter (BTM) system. The data center relies solely on power
from the NPP, which means it cannot accept power from the grid. BTM arrangements
allow the consumer to directly access electricity from a generating station without passing
through the meter, meaning the electricity is used on-site to meet customer needs. BTM
has advantages and disadvantages. The power produced is cheaper because it does not
have to cover transmission and distribution costs, but if the entire station shuts down, the
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data center must rely on backup generators or shut down as well. Because the only current,
large, baseload, clean power generators (outside of hydro or geothermal) are NPPs, interest
is growing in exploring additional connections to operating NPPs. This mainly occurs in
BTM formats because those are quicker to build than new transmissions run to large loads.

It is important to note that establishing BTM arrangements is likely a complex endeavor
that may not always receive regulatory approval. Institutional changes are likely needed in
order to implement these types of arrangements on a broader scale, especially in regulated
markets. Repurposing an existing nuclear plant solely for a data center may withhold
from ratepayers an important baseload carbon-free energy source. Hence, regulators may
push back on such arrangements. However, for new builds owned and operated outside
of the grid, these types of arrangements are more conceivable (but it would be unclear if
regulating commissions would allow sales of electricity to and from the nuclear plus data
centers that are BTM). The legalities surrounding the feasibility of BTM arrangements are
considered outside of this scope of work. Nevertheless, if this type of arrangement does
come to pass, questions regarding the ideal reactor mix (size and number) will be crucial.
This will be influenced by factors that include the build timeline, the reliability offered by
many small reactors versus fewer large reactors, and the cost of each solution.

The same factors—reliability and low carbon emissions—that make nuclear energy an
attractive option for data centers also render it appealing for industrial heat applications.
This growing interest in nuclear energy, combined with recent U.S. legislation—e.g., the
Inflation Reduction Act (IRA), the Bipartisan Infrastructure Law, the Defense Production Act,
and the Creating Helpful Incentives to Produce Semiconductors (CHIPS) Act—has opened new
opportunities for integrating nuclear energy into the industrial sector [16]. Industries are
reassessing their ambitions and updating their decarbonization plans to align with new
state and federal provisions [17]. In this context, advanced nuclear technologies have
the potential to transform the industrial energy landscape by significantly reducing the
carbon footprint associated with fossil fuels. Microreactors, for example, can provide
high-temperature heat and hydrogen, reducing the need for extensive transmission and
distribution infrastructure [18]. Industrial heat demand is a critical market for nuclear
reactors, enabling high production volumes [19,20]. For instance, in March 2023, Dow and
X-energy announced a joint development agreement to install a Small Modular Reactor
(SMR) at an industrial site in Texas with Department of Energy (DOE) support [21]. Overall,
the U.S. Environmental Protection Agency’s Greenhouse Gas Reporting Program [22]
estimates that 6000 facilities have heat demands greater than 1 MW, highlighting the
significant market potential for advanced nuclear solutions.

As with data centers, the BTM option is also being discussed for industrial heat
applications that also require electricity. While the BTM option for nuclear-powered data
centers and industrial heat applications is under discussion and the trend is growing, it
has not yet been implemented. BTM arrangements would allow for data centers and
industrial heat users to generate and use their own electricity, potentially sending excess
power to the grid for credits (net metering) on their electricity bills. Finally, BTM systems
empower consumers to manage their energy needs independently from the traditional grid
infrastructure, enhancing energy security and potentially lowering costs [23].

Nuclear reactors used for electricity generation in data centers or for providing heat
in industrial applications within BTM systems come in various designs and capacities.
Conventional nuclear energy is usually produced by large nuclear reactors, typically
producing around 1000 MWe. SMRs, on the other hand, usually generate under 300 MWe.
These smaller reactors typically do not require offsite power for safety, enabling them to
operate off-grid and provide heat and power for various industrial applications [24]. By
supplying onsite power, SMRs may address logistical challenges: long interconnection
timelines and high capital costs that can hinder the speed to market for data centers and
other facilities [25]. Microreactors, typically generating less than 50 MWe, are an alternative
class of nuclear reactors. They are envisaged to be produced quickly and transported
within weeks to remote locations, like isolated military bases or communities affected by
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natural disasters. They provide resilient, non-carbon-emitting, and independent power
in these environments. Microreactors primarily target remote markets where electricity
prices are high; it remains unclear at this stage whether they will prove to be competitive
for larger-scale BTM applications [26].

Currently, several nuclear reactor demonstration projects are underway. Additional
details about these projects can be found in Appendix B. Despite the progress made towards
deployment, significant uncertainties remain on their long-term costs. In this study, the
capital and operations and maintenance (O&M) costs of large reactors and SMRs were taken
primarily from a meta-study by Abou-Jaoude et al. [27]. The costs of the large reactors
and SMRs are summarized in Table 1 and will be revisited in more detail in Section 4.
Microreactor costs were taken from an earlier literature review by Abou-Jaoude et al. [28].

As demonstrated in Table 1, larger reactors are expected to have lower per-unit costs
by virtue of maximizing power output from a given plant. However, smaller plants tend to
benefit more from repetitive build and learning by doing—that is, they are expected to have
a higher learning rate (LR)—thanks to factors such as modularization, factory fabrication,
and shorter construction durations. This presents a trade-off between the cost advantages
of economies of scale and the learning benefits of smaller, more flexible reactors. It also
raises questions about the competitive edge of smaller reactors. Carelli et al. [29] found
that the negative effects of economies of scale on smaller reactors can be balanced by the
integral and modular design strategy of SMRs. They estimated that the capital cost of four
SMRs (335 MWe each) is 5% to 16% more expensive compared to a large reactor with the
same total output (1340 MWe), and the O&M cost is 24% more expensive. While SMRs and
microreactors are considered appropriate for niche markets, Lovering et al. [30] estimated
that assuming substantial production volumes, the costs of SMRs could compete with large
NPPs and may achieve cost parity with fossil fuels in the future.

Table 1. A summary of economic parameters (per-unit costs and learning rates) for large reactors and
SMRs [27] and for microreactors [28]. Conservative, moderate and advanced estimated are provided.
OCC refers to the overnight construction cost while O&M refers to the operation and maintenance.

Advanced Moderate Conservative

Large Reactors

Between-of-a-kind (BOAK)
OCC (USD/kWe) 5250 5750 7750

Fuel Costs (USD/MWh) 9.1 10.3 11.3
Fixed O&M (USD/kW-yr) 126 175 204
Variable O&M (USD/MWh) 1.9 2.8 3.4
Total O&M (USD/MWh) 40 35 26
Learning Rate (LR) 8%

SMR

BOAK OCC (USD/kWe) 5500 8000 10,000
Fuel Costs (USD/MWh) 10 11 12.1
Fixed O&M (USD/kW-yr) 118 136 216
Variable O&M (USD/MWh) 2.2 2.6 2.8
Total O&M (USD/MWh) 41 30 27
LR 9.5%

Microreactors
BOAK OCC (USD/kWe) 9074 14,745 19,282
Total O&M (USD/MWh) 79 113 153
LR 12.6%

Many competing factors determine the ideal mix of energy generation to support
the needs of data centers. These include the amount of power needed and the avail-
ability requirements of the data center, economies of scale for building large generating
reactors, LR from building multiple reactors, and the constituent technology used in the
reactors themselves.

This work starts in Section 2 by investigating the trade-offs between economies of
scale and economies of multiples in an entirely notional setting. The next step, outlined
in Section 3, is to impose availability requirements on the system and assess the rate of
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overbuilding (the so-called “n + 1” effect) to meet the high availability demands of data
centers and industrial heat users.

Following these notional analyses, Section 4 estimates the optimal reactor size for
a given data center’s demand and availability requirements. Thus far, all analyses have
assumed that a reactor with similar specifications could be used. This constraint is revisited
in Section 5 by considering potential mixes of large reactors, small modular reactors (SMRs),
and microreactors. Finally, because heat applications have very similar considerations to
the data center, a few simplified technoeconomic evaluations are conducted (in Section 6) to
showcase how the model developed here can be applicable to industrial end-uses as well.

2. Tradeoffs between Economies of Scale Versus Economies of Multiples

The first step in this analysis is investigating the tradeoffs between economies of scale
and economies of multiples. As part of the analysis, it is important to define the various
terminology that will be used in the paper.

• Economies of scale: Economies of scale refer to the cost advantages that arise as the
size of the nuclear plant increases. It is an accepted axiom that the levelized capital
cost (USD/kWe) of a nuclear reactor is lower if the reactor’s capacity is higher due to
the reduction of costs in several activities (siting activities or civil work) [29]. In this
paper, the higher levelized capital cost of SMRs or microreactors due to the economies
of scale is referred to as the economies-of-scale penalty, which is defined as follows:

• The economies-of-scale penalty is the levelized cost premium associated with build-
ing the First-of-a-Kind (FOAK) plant. In other words, the economies-of-scale penalty
associated with the cost of an SMR or a microreactor is:

Economies o f scale penalty =
Small Reactor FOAK Capital Cost

(
$

kw

)
Large Reactor FOAK Capital Cost

(
$

kw

) (1)

The large reactor referred to in Equation (1) is a 1 GW reactor. Due to the economies of
scale, it is assumed that the FOAK cost per kilowatt (USD/kW) for a small reactor is always
higher than that for a larger reactor. Hence, the economies-of-scale penalty is always greater
than 1.

• Economies of multiples: Also known as economies of learning or learning economies)
refer to the cost advantages and efficiencies gained when constructing and operating
multiple nuclear reactors. It is well established that a Nth-of-a-Kind (NOAK) plant
typically costs less than a First-of-a-Kind (FOAK) plant due to the lessons learned from
the construction and deployment of earlier units. Generally, learning economies are an
advantage for smaller reactors [29], as they can be constructed more quickly, allowing
for a faster accumulation of experience. Additionally, smaller reactors have greater
potential to benefit from factory fabrication and mass production, which further
reduces costs. The equation shown below [31,32] indicates how savings equating to
the LR are reached by producing N units. The LR correlates with the reduction in costs
(FOAK to NOAK) as follows:

NOAK Cost = FOAK Cost × (1 − LR)log2 N (2)

To meet specific electricity demands, deploying larger reactors will benefit more
from the economies of scale while deploying smaller reactors will benefit more from
the economies of learning (because more units are built). The point at which the cost
reductions achieved by SMRs through economies of learning outweigh the cost increases
due to economies-of-scale penalties is referred to as the economies-of-scale penalty crossover
point. This crossover point can be illustrated with the following example scenario. The
assumptions in the following scenario are intended for illustrative purposes only.
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Economies of Scale Penalty Crossover Point (Example Scenario)

Consider a scenario where either large reactors (1000 MWe) or SMRs (300 MWe) are
deployed to meet electricity demand. The number of units deployed will increase with higher
demand. For example, if the demand is 1000 MW, either one large reactor or four SMRs are
needed. The cost of the SMR (USD/kW) is assumed to be 20% higher than that of the large
reactor (i.e., the economies-of-scale penalty is 1.2), and the learning rates for the large reactor
and SMRs are assumed to be 0.08 and 0.1, respectively. The levelized costs of deploying the
SMRs or the large reactor decrease as demand increases, as illustrated in Figure 1.
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on the y-axis is relative to the levelized capital cost of a 1000 MWe reactor.

In Figure 1, the levelized capital costs (USD/kW) of any reactor unit are normalized
by the levelized capital cost of a large reactor. When the demand is 1000 MWe, only one
large reactor is deployed, and its normalized levelized capital cost is 1. To meet the same
demand with SMRs, four units are required. Given the economies-of-scale penalty of 1.2,
the estimated levelized cost of deploying four SMRs can be calculated using Equation (2)
to be 1.07. As electricity demand increases, the levelized costs of deploying either large
reactors or SMRs decrease. When the demand reaches approximately 6000 MWe, the cost
of deploying SMRs equals the cost of deploying large reactors. This point, where the cost
of deploying SMRs matches that of large reactors, is referred to as the crossover point.

Given that the economies-of-scale penalty in this example is 1.2, it can be concluded
that for a demand of 6000 MWe, the economies-of-scale penalty crossover point is 1.2.
In other words, SMRs can be as economically competitive as large reactors if the FOAK
levelized capital cost (USD/kW) of an SMR is only 20% higher than that of a large reactor.
Under different scenarios (e.g., varying demand or different learning rates for large reactors
and SMRs), the economies-of-scale penalty will change.

Of course, this is a simplification of the overall question of SMRs’ competitiveness
since it does not account for O&M expenses. In this section, operational costs are assumed
to be equivalent, irrespective of a given design. This simplification will be revisited in later
sections. The assumption provides a useful way to isolate the capital-only tradeoffs between
larger and smaller nuclear systems. While the levelized O&M expenses (USD/MWhour) for
smaller systems are likely higher, when multiple units are built at the same site, synergies
can be obtained that drive these normalized costs back down [27].

2.1. Estimating the Crossover Point between Economies-of-Scale and Economies-of-Multiple

The objective of this section is to identify the crossover points for the economies of
scale penalty, considering different learning rates and values for electricity demand

Because LRs remain largely unknown or highly uncertain, a range of probable LRs are
considered for the small reactors (reactor size ranges between 1 and 500 MWe). In Figure 2,
the crossover point as a function of LR is considered at various per-reactor power-output
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levels, assuming that the total data center demand is taken as 1 GW (1000 MW). While this
is a relatively high value, data center campuses are already being considered with energy
demands as high as 6 GW [33]. It is worth noting that to meet the same electricity demand,
more SMRs or microreactors are required compared to large reactors. Consequently, the
impact of the learning rate on the cost is greater for smaller reactors.
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To give an example of how Figure 2 can be used, consider the following scenario:

• The electricity demand is 1000 Mwe.
• The 1 MW microreactors are being built to satisfy this demand (1000 units are needed).
• Assuming that the LR of the 1 MW microreactor is 0.1.

According to Figure 2, the economies-of-scale penalty crossover point is approximately
2.4. This means that if the FOAK cost (USD/kW) of a 1 MW microreactor is 2.4 times the
FOAK cost (USD/kW) of a typical 1 GW large reactor, then the total cost of building
1000 microreactors to meet the 1000 MWe demand would be equivalent to the total cost of
building one 1 GW large reactors to meet the same demand. If the FOAK cost (USD/kW)
of a 1 MW microreactor is less than 2.4 times the FOAK cost of the large reactor, building
microreactors would be even cheaper than building a large one.

Because microreactors can potentially be factory assembled, LRs more substantial
than 0.1 are not entirely inconceivable. Note that if the LR for the 1 MW microreactor is
higher (around 0.16), the crossover point increases to approximately 4.3. This means that
microreactors become more competitive, as they can compete with large reactors even if
FOAK cost (USD/kW) is up to 4.4 times higher than that of a large reactor.

While the demand shown in Figure 2 was assumed to be 1 GW, the demand in Figure 3 is
larger (2000 MW and 10,000 MW). This indicates that multiple large reactors can be deployed
to meet the demand, leading to a decrease in the cost of a large reactor due to the learning
curve. The large reactor learning rate variability is reflected by a shaded region and is assumed
to vary between 0.05 and 0.11, with an average of 0.08. These LR values were selected based
on the nuclear costs meta-study [27]. As mentioned above, the crossover point is expressed
as a function of individual reactor power and the total demand size. As the total demand
size increases, the uncertainty bands spread as the impact of the large-reactor LR increases.
Overall, as demand size increases, the crossover points for smaller reactors increase as well
because more total units can be built, especially for LRs above 0.06. For instance, if the total
demand is 2000 MWe, the economies-of-scale penalty crossover point is around 1.4 for a
50 MWe SMR with a learning rate of 0.1. In other words, a 50 MWe SMR with a levelized
capital cost that is 40% higher than that of a larger reactor will remain cost-competitive with
large reactors, assuming operational expenses are not considered.
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and total demand (2000 MWe or 10,000 MWe) is analyzed, with individual reactor sizes varying from
1 to 500 MWe. The shaded region indicates the impact of uncertainty in the LRs for large reactors.

2.2. Crossover Point for Assumed Learning Rate Value

This section reverses the analysis by assuming a given LR range to more systematically
assess the impact of demand size on economies-of-scale crossover points. Data from the
literature were used to establish a best estimate for LRs at different reactor sizes [27,28,34].
A curve was then fitted into the literature data in Figure 4 to project its dependency on
reactor size (smaller reactors are expected to benefit from learning more strongly than
larger reactors that are complex megaprojects).
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reactor capacity.

A standard deviation of ±3% to the LR at each reactor’s capacity level was assumed
throughout the model (including for the reference 1 GW large reactor against which results
are compared) based on the statistical uncertainty in the literature survey conducted in
nuclear learning rates in [27]. This provided the basis for plotting the crossover point
against the total data center power demand in Figure 5. The shaded region represents the
impact of the variability in LR values on the results. The impact of the LR uncertainty of
the reference 1 GW large reactor LRs is represented by the dark-shaded region, while the
light-shaded region represents the impact of the uncertainty of the LR of the small reactors.

The results indicate that smaller reactors can remain cost-competitive despite having
higher economies of scale penalties compared to medium-sized reactors and can match
the cost of a 1000 MWe large reactor. However, there is a great deal of uncertainty in this,
based on the LRs. For instance, a 5 MWe system can remain cost-competitive despite an
economies-of-scale penalty between 2 and 3.5 if the total demand is 3 GWe. On the other
hand, for a 500 MWe system, which shrinks to less than 1.2. However, larger systems
are likely to benefit more strongly from economies of scale and may not need a higher
crossover point. This will be examined in more detail in a later section. It is still important
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to highlight, at this stage, how small microreactors, while widely expected to be more
expensive per kilowatt-electric than larger counterparts, can remain cost-competitive with
large reactors with a normalized capital price tag up to 9× (for 1 MWe microreactor) that of
large reactors. (Whether they can hit that target remains to be seen). The reader is referred
to Appendix C (Figures A1 and A2) for additional results regarding the dependence of the
crossover points on total demand and reactor sizes.
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3. Availability Factor Impact

This section introduces another layer of complexity to the previous model: availability
requirements. This is critical to data centers and industrial heat users. While nuclear
energy has the highest capacity factors (~92%) of any technology type [35], many data
centers require availability in the 99.999% range [36]. This section investigates the impact
of different availability requirements on nuclear energy supply within the same context
of economies of scale versus multiples. The following definition is used in this section to
discuss availability requirements:

• Capacity factor: The ratio of the actual electrical output to the theoretical maximum.
The capacity factor is influenced by operational efficiency, as well as planned and
unplanned outages. It is inherent to the reactor technology itself. In this work, the ca-
pacity factor is estimated based solely on the duration and frequency of refueling. The
mean time between a number of unplanned shutdowns is not accounted for explicitly.

• Availability requirement: This a system-wide metric describing the demand-side
requirement in terms of minimal downtime allowable. For instance, an availability
requirement of 99% indicates that only 1% downtime energy generation is available.
In effect, this is met by aggregating the capacity factor of individual reactors and often
results in overbuilding to ensure targets are met. This study distinguishes between
lifetime availability criteria, which must be satisfied over the nuclear plant’s lifetime,
and daily or time-dependent availability criteria, which must be met each day. For
example, a requirement of 99% lifetime availability can be met even if the total reactor
output drops to zero on certain days (due to refueling, emergency shutdowns, etc.).
However, daily 99% availability will not be satisfied unless the total energy output
each day is at least 99% of the demand. The concept of daily availability is crucial
for data centers, as they require consistent power, especially in a scenario where the
data center is solely powered by a nuclear power plant. Examples illustrating these
concepts will be presented in the following subsections.
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3.1. Overview of Refueling Model

In the current US nuclear fleet, unplanned shutdowns have been trending downward
since the year 2000. In the last few years, less than one-third of nuclear power plants
in the US experienced unplanned outages [37]. This means that the majority of nuclear
plants are running their entire operating cycle without outages, with planned refueling
and maintenance outages on a set schedule. As a result, NPP capacity factors are assumed
to be mainly dictated by the frequency and duration of these planned refueling outages.
Therefore, it is assumed that the power level of any reactor is constant, and it drops to zero
only when a refueling outage occurs.

It is important to capture the shutdown pattern explicitly when imposing a daily avail-
ability requirement. To illustrate the difference between a lifetime and a daily availability
requirement, consider an NPP with a capacity factor of 90%. If the lifetime availability
requirement is also 90%, then no overbuild is needed. The end user simply sources energy
elsewhere during outages. However, if the data center requires a 90% availability on a daily
basis, then it cannot afford to have the NPP producing zero power during an outage for
several weeks. Hence, the system would need to overbuild by a factor of two in order to
always meet the daily demand. Outages would also need to be optimized so as not to
coincide with one another.

Daily availability requirements become easier to meet when more reactors are added to
the mix. Figure 6 helps illustrate this point. Reactors should be turned on at the beginning
of life in a staggered fashion to ensure that refueling outages do not overlap. In the case
of a system with eight reactors, only one in eight reactors is offline at any given time, i.e.,
only 12.5% of the maximum power is not generated. In the case of a 200-reactor system
(e.g., with a fleet of microreactors), that number would be much smaller. This illustrates an
advantage of a system relying on multiple smaller reactors rather than a single large one.
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The resulting daily availability for a case with eight reactors is plotted in Figure 6. It
shows that a 100% capacity factor can be achieved on most days, but it drops to around
88% when one reactor is offline for refueling. In this scenario, the lifetime availability is
estimated to be 98.6%.

3.2. Resulting Overbuilt Capacity

If a combination of reactor systems with given specifications does not meet the required
availability, then supplementary reactors are needed. This is referred to as the “capacity-
overbuild factor”. It is expressed in terms of the percentage of additional capacity relative
to the base supply that matches demand. For instance, in a scenario where demand is
1000 MW, and 1200 MW is needed to meet that demand at a given capacity factor, then the
overbuild factor is 20%.

This provides an additional dimension to the analysis of economies of scale versus
multiples. By leveraging and combining the models from previous sections, the resulting
crossover points can be modified to account for a given availability requirement. At
this stage, potential revenue from any excess capacity is not accounted for; this will be
considered in later sections. Hence, the results in this section are slightly biased against
larger builds because they would need to be overbuilt without added value. As in the
previous section, the O&M costs are held constant across all reactor sizes (an assumption
that will be revisited in later parts of the paper).

Because the capacity factor is determined by refueling intervals in this model, it was
important to project how these would vary across reactor types and sizes. For simplicity, it
is assumed that downtime during a given outage is 4 weeks, irrespective of reactor size.
The time between outages was assumed to be 2 years for a large reactor of 200–1000 MWe
in capacity. While most large reactors currently operate with a 1.5-year refueling interval,
several types have shifted to a 2-year timeline. This is similar to the expectation for most
SMRs in the 200–300 MWe range [38]. SMRs with smaller power outputs are assumed to
be able to have less frequent downtime; for instance, the 80 MWe Xe-100 design is able to
conduct online refueling [39]. Microreactors, on the other hand, are generally expected to
have even less frequent refueling by virtue of their smaller power density, lower complexity,
and targeting of remote markets that are hard to reach. Based on available information in
the literature, refueling intervals of 2 years at 200 MW [40] and 5 years at 1 MW [41] were
taken to be representative. Using these data points, a power regression curve (x−n) can
be fitted for reactors with power ranges between 1 and 200 MWe, as further described in
Table 2. While the refueling interval in the sub-200 MWe range is expected to be design-
dependent, this curve provides a useful simplification to allow comparison across power
outputs (essentially assuming similar design characteristics). The resulting curve is shown
in Figure 7.
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Using the size-dependent refueling–interval curve, the percentage-overbuild factor
for a given reactor output level and a given capacity factor can be computed. The results
are shown in Figure 8 for 1000 MWe of data center power demand. Both lifetime and
daily availability requirements are considered, with the lifetime factors computed for an
assumed 40-year levelization period. Only the same types of reactors are considered here,
without allowing for mixing of reactors of different sizes. This constraint will be revisited
in Section 5.
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overbuilding of nuclear reactors. Targeting the daily availability ctieria (top) rather than the lifetime
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center demand is assumed to be 1000 MWe, with a levelization period of 40 years.

The results highlight how dependent the overbuilding of reactors is on each reactor’s
power output and the targeted availability. Under the current assumptions, because all
reactors with outputs >200 MWe essentially have a capacity factor of more than 96%, no
overbuilding is needed at those levels for lifetime reliability targets. But beyond that point, a
1000 MWe reactor needs to overbuild by 100% to meet any higher targets. When considering
daily availability of 90%, a 100% overbuild is required for any value because at no point is
it allowable to produce less than 10% of total power. Smaller reactors see a greater degree
of flexibility. A 300 MWe plant only requires a 20% overbuild for 1000 MWe of demand
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for any lifetime availability requirement. The percentage overbuild only increases to 50%
for a daily availability factor above 92%. Reactors with 100–200 MWe outputs do not need
to overbuild until the lifetime-availability requirement reaches 96%, and even then, the
increase is only 10–20%, respectively. Interestingly, reactors with power outputs of 50 MWe
or lower can even afford to underbuild at low-capacity factors. For instance, for 90% lifetime
reliability, a system composed of 50 MWe reactors can underbuild relative to the demand by
5% (i.e., install 19 reactors instead of 20). This is even more pronounced at lower reactor-
power levels. In these ranges, even at very stringent reliability requirements, overbuild
amounts can be relatively minor. A system composed of 5 MWe microreactors never needs
to overbuild by more than 3%. This shows the advantage of lower power outputs at these
ranges, but again, this model does not make any assumption for sales of excess energy
produced (nor does it account for losses in economies of scale for smaller reactors).

If the data center’s power demand is higher, the need to overbuild is significantly
reduced, as expected. For example, if the demand is 10,000 MWe, it was found that a reactor
with 1000 MWe of output does not need to overbuild beyond 10%. This illustrates how the
need for an overbuild capacity depends on both demand size and energy supply capacity.

Using these new models, crossover points can be reevaluated for a given availability
requirement. A value of 99% was chosen for Figure 9. The results show that, for a power
demand of 1000 MWe, a reactor with a power output of 100 MWe can afford an economies-
of-scale penalty greater than a factor of two if the design can reach an LR above 6%. Again,
this is a relatively extreme case that assumes that the excess capacity produced by overbuilt
larger variants is not sold, but it helps illustrate the point about the potential added value
of smaller reactors to reach reliability targets. It should be noted that this advantage shrinks
as the power demand grows and larger reactor overbuild factors are not as drastic.
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Comparing the reevaluated crossover points for the 99% availability requirement
in Figure 9 with the initial crossover points in Figures 2 and 3, it is observed that the
reevaluated crossover points are higher when demand is low. For example, the crossover
point can reach as high as 9 with a demand of 1000 MWe and a daily availability criterion
of 99%, compared to only 5 when there are no availability criteria. However, when demand
is high (e.g., 10,000 MWe), the crossover points do not differ significantly.

Reversing the analysis and assuming the same LR uncertainty as in previous sections,
Figure 10 evaluates the range of possible crossover points for 99% daily availability re-
quirements. Without accounting for potential excess electricity sales, a 5 MWe reactor can
afford an economy-of-scale penalty between 2.5 and 5 for a power demand of 2000 MWe
with a 99% availability requirement. The reader is referred to Appendix C (Figure A3) for
additional results similar to those in Figure 10, but for other reactor sizes.
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4. Quantitative Comparison of Economics of Reactor Size Using Best Estimates

Because of the high degree of uncertainty associated with projecting nuclear costs
and LRs, previous sections have only parameterized these to gauge the value of tradeoffs
between economies of scale and mass production. However, there is a need to provide a
more deterministic quantitative analysis evaluating tradeoffs between scale and size. Hence,
this section attempts to leverage ‘best estimates’ from the literature on cost estimation to
develop a quantitative analysis.

4.1. Developing Economies of Scale Curves

The first task is to develop correlations between costs and reactor capacity to enable
a more direct quantification of the tradeoffs between economies of scale and multiples.
Note that an economies-of-scale function is an oversimplification because two reactors
of a similar size could have differing values for various reasons. For instance, higher
temperatures may lead to higher costs, or different construction processes or levels
of modularization can also impact the normalized costs. Nevertheless, developing a
scale curve provides a useful basis for comparing the economic tradeoffs of reactors of
various sizes.

To do so, the available literature on cost estimation and cost reduction potential for
nuclear technology was reviewed. A brief summary of the main sources for cost estimate
ranges is provided below. Using the data points from the literature, curve fits were plotted
in Figure 11.
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• Ref. [27]: This is the main reference used. It consists of a meta-analysis that surveyed
more than 30 detailed cost estimates for nuclear energy and provided reference–
cost ranges for large reactors and SMRs. Values are provided in low, medium, and
high ranges for a BOAK reactor. Because the FOAK demonstrations are already
well underway, the BOAK estimates (sometimes referred to as the “next commercial
offering”) were deemed suitable for the purposes of this study. The OCC, O&M,
LR, and construction time values from this paper were leveraged to fit economies of
scale curves.

• Ref. [28]: Because the reference above did not include projected microreactor cost
information, reference values for this class of reactor were derived from this reference.
Again, this report consisted of a survey and consolidation of various cost estimates in
the literature. While significant uncertainty remains for microreactor costs, especially,
the reference provides a broad range of where costs are expected to lie.

• Ref. [42]: The impact of economies of multiple on OCC is represented via the learning
rate effect. For O&M costs, however, there are well-documented synergies in hosting
multiunit plants. This is not exactly the same as the learning effect, but it can be
represented in a similar fashion. This reference recommends an asymptotic function
for multiunit O&M cost reductions that plateaus at a certain value. According to [42],
a fixed fraction of the O&M cost remains constant, and the remaining cost increases
linearly with an increased number of units. Using the correlation and leveraging
literature [43–45] about the levelized O&M cost reduction with building more units, a
curve was fitted to evaluate the O&M cost’s dependence on the number of units.
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The resulting economies-of-scale curves are summarized in Table 2. While a great
deal of uncertainty exists for these projections, and they are expected to be design-specific,
these curves provide a useful basis for comparing reactors of similar types across different
power levels. For more information on the economic parameters, the reader is referred to
Appendix D.

Table 2. Summary of the economies of scale curves used in this study. The OCC, O&M costs,
construction duration, LR, and refueling interval dependence on the reactor size (the power (P)).

Equation Value at 1 GW Value at 300 MW Value at 5 MW Refs.

BOAK OCC (USD/kWe) 18, 562 × P−0.16 6145 7451 14,347 [27,28]

O&M (USD/MWh) for one unit 181 × P−0.28 25 36 115 [27,28]

Normalized O&M cost reduction
with more units

0.53
num o f units + 0.47 0.74 (2 units), 0.61 (4 units), 0.54 (8 units) [42–45]

BOAK
Construction duration (months) 16 × P0.25 90 65 24 [27,28,46]

LR 0.145 × P−0.083 8% 9% 12.7% [27,28,34]

Refueling interval (years) 5 × P−0.17

(2 years if P ≥ 200)
2 2 3.8 [40,41]

Because the reference values are for a BOAK deployment, the LR is renormalized to
start from the 2nd unit (the exact number of units to reach the BOAK values is uncertain,
but it is similarly uncertain how many reactors may be deployed that would benefit from
learning prior to the system being considered in this study). The total capital investment
(TCI) is then computed using the OCC values shown above and by accounting for interest
accrual during construction. This is especially important to capture for NPPs.

All of these varied cost metrics are then normalized into a levelized cost of electricity
(LCOE) metric. It is important to highlight that LCOE is an imperfect metric when com-
paring firm dispatchable energy sources against variable ones. Additionally, the formula
does not consider factors such as future replacements or degradation costs. Nevertheless,
it is commonly used in the literature and provides a useful basis for cross-comparison of
reactors of different sizes while accounting for capital and operational costs. A simplified
version of the net LCOE is:

LCOE =
∑T

t=1
Ct+Ot−Rt
(1+r)t

∑T
t=1

Et
(1+r)t

(3)

where
Ct is the capital investment costs in year t;
Ot are O&M costs in year t;
Rt is the revenue generated for selling electricity to the grid in year t (if the electricity

generated from the nuclear plant is not solely used to power the data center but excess
electricity is sold to the grid);

Et is the electricity produced during the lifetime of the project;
r is the discount rate;
T is the levelization period.

4.2. Resulting Technoeconomic Assessment

Based on the economies-of-scale models previously discussed, TCI and LCOE values
can now be compared across reactor sizes. Figure 12 plots the results assuming an interest
rate of 6% during construction. The plots also account for different availability requirements
from the potential data center (or other energy demand). Looking only at capital expenses,
it would appear that smaller reactors are at an advantage. However, this conclusion does
not entirely hold when looking at the LCOE metrics from Figure 13. The standalone
evaluation of TCI does provide a useful perspective for NPP owners who are sensitive to
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upfront costs, even if it results in higher generating costs across the plant lifetime. It is also
worth noting that the advantage of smaller reactors is steepest at lower overall demand and
tends to flatten for demand sizes exceeding 5 GW. It is important to note that the relatively
low TCI values for microreactors are attributed to the assumption that smaller reactors
have a higher LR, as hypothesized in Figure 4).
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The LCOE can then be computed using the TCI values shown above. Figure 13 shows
the results under two scenarios: (1) assuming the excess capacity is idle, and the excess
electricity is not sold externally to the grid, and (2) the excess electricity is exported to the
grid. The findings here are much more nuanced. For the first scenario, at demand levels of
roughly 1000 MWe or lower, there appears to be a sizing minimum at which the reactor
is in a “Goldilocks” zone. Indeed, for 1000 MWe of demand, that ideal range appears to
be around 100 MWe (similar to the Xe-100 reactor). This highlights the potential benefits
of deploying smaller units repeatedly and reaping the benefits of economies of multiple.
At larger demand rates, economies of scale appear to dominate. A downward cost curve
towards larger sizes can be seen for demands as high as 10,000 MWe. Interestingly, the
results at these size levels are strongly dependent on the targeted availability that drives
overbuilding. The overbuilding effect is slightly less pronounced if excess electricity can be
sold to the grid, as shown in Figure 13.

It is important to note that while the absolute LCOE values are higher than typical
wholesale/generation prices (can range between USD 20–160/MWh in the US [47]), they are
relatively in line with retail prices (typically between USD 100–200/MWh in the US [48]).
This illustrates the potential attractiveness of a BTM type of agreement. However, as
previously explained, these agreements are subject to legal and regulatory considerations.
It is not entirely clear if they would be sanctioned by regulators nor if they would allow
excess capacity to be sold back to the grid. Hence, in Figure 13, it is initially assumed that
no excess electricity sale is made. Next, a conservative assumption is made that excess
electricity can be sold at a rate of USD 20/MWh (this is expected to be less than typical
wholesale electricity prices to account for potential limitations of such an agreement).
This should not be taken to infer that the estimated LCOE from the nuclear reactor is not
competitive at the retail level. Furthermore, it is important to highlight that the results are
indicative of BOAK reactor costs, not NOAK (which may lead to nuclear being competitive
at wholesale levels). An additional factor to consider is that the LCOEs in Figure 13 are
estimated based on a daily availability requirement. Meeting this requirement necessitates
building additional reactor units, which results in a higher LCOE. It was found that
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replacing the daily availability requirement with a lifetime availability requirement can
reduce the LCOE significantly by up to 40%.

Figure 13. Estimation of the LCOE at different reactor power levels (reactor sizes), assuming target
daily availability criteria between 90% and 100%, with an assumed interest rate of 6%. The plots
assume no electricity sold externally to the grid (left) or that the surplus electricity is exported to the
grid at a price of USD 20/MWh (right).

The results show how optimal reactor size (associated with a minimum LCOE while
satisfying the various criteria) is strongly dependent on a wide range of factors. To better
illustrate this, the optimal reactor size is computed in Table 3. As shown, the optimal
reactor sizes vary greatly from one case to another as constraints vary. In general, when
total demand is low, it is advantageous to build smaller reactors (up to a point; however,
economies of scale penalties are still substantial enough that very small sizes, such as mi-
croreactors, remain uncompetitive). This is especially true if revenue from excess electricity
sales is low or zero. However, higher electricity sales back to the grid and higher demand
levels tend to lead to larger reactors being favored. Overall, large reactors appear to be
ideal for demand sizes larger than 2 GW and with excess electricity sales that exceed USD
40/MWh. Under the current assumptions, SMRs are more competitive at lower levels of
demand and electricity prices. In other words, allowing the sale of excess electricity back to
the grid is key to compensating the higher costs of large reactors.
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Table 3. Optimal reactor size (in MWe) under various conditions, including different demand levels
(1000, 5000, 10,000 MWe), interest rates (4% or 6%), availability criteria (90% to 100%), and electricity
wholesale prices (0, 20, 40, 60 $/MWh).

Excess Electricity Sales in BTM
(USD/MWh) 0 20 40 60

Interest Rate Demand
(MWe)

Daily
Availability
Criteria

Optimal
Capacity
(MW)

LCOE
(USD/MWh)

Optimal
Capacity
(MW)

LCOE
(USD/MWh)

Optimal
Capacity
(MW)

LCOE
(USD/MWh)

Optimal
Capacity
(MW)

LCOE
(USD/MWh)

6%

1000

0.9 100 97.54 100 97.54 300 96.83 300 93.34

0.95 50 100.76 50 100.76 200 99.03 500 94.76

0.99 50 102.65 100 102.01 200 99.03 500 94.76

1 50 102.65 100 102.01 200 99.03 500 94.76

5000

0.9 500 76.93 900 76.55 900 75.26 900 73.97

0.95 300 77.99 300 77.83 800 76.64 1000 74.01

0.99 300 80.42 400 79.12 1000 77.17 1000 74.01

1 300 80.42 400 79.12 1000 77.17 1000 74.01

10,000

0.9 700 69.22 700 69.22 700 69.22 700 69.22

0.95 700 70.68 700 70.21 700 69.75 700 69.28

0.99 500 72.63 800 71.85 800 70.25 800 68.65

1 500 72.63 800 71.85 800 70.25 800 68.65

4%

1000

0.9 100 77.62 100 77.62 300 74.71 800 61.43

0.95 50 81.82 200 79.99 200 76.83 900 58.53

0.99 100 82.11 200 79.99 200 76.83 900 58.53

1 100 82.11 200 79.99 200 76.83 900 58.53

5000

0.9 500 59.18 900 58.1 900 56.81 1000 54.06

0.95 600 61.04 800 59.5 1000 57.21 1000 54.06

0.99 500 62.41 1000 60.36 1000 57.21 1000 54.06

1 500 62.41 1000 60.36 1000 57.21 1000 54.06

10,000

0.9 1000 53.02 1000 53.02 1000 53.02 1000 53.02

0.95 700 54.57 700 54.11 1000 53.51 1000 52.3

0.99 900 55.8 1000 54.72 800 53.38 800 51.79

1 1000 55.94 1000 54.72 800 53.38 800 51.79

The interest rate is an impactful parameter, too. Note that interest rates are very
project and lender-specific. They can also be influenced by governmental policy. At lower
interest rates (4%), large reactors become more broadly attractive. Even at 1 GW of energy
demand, SMRs are no longer optimal if excess electricity can be sold back at USD 60/MWh.
This illustrates how sensitive large reactors are to interest rates. Their longer (assumed)
construction duration compounds the effect of financial cost.

Overall, this section showed how strongly dependent the tradeoff of economies of
scale versus economies of multiples is on a wide range of parameters. These include the
demand size, the prices of excess electricity sales, the interest rate, and the required capacity
factor. Additionally, all of the results hinge on the speculative economies-of-scale curves
and LRs that were estimated in previous work. Nevertheless, the analysis does provide a
nuanced perspective on the ongoing debate between SMRs versus large reactors. Broadly
speaking, if a larger demand for nuclear power can be secured alongside low-interest rate
guarantees and high sales prices of excess electricity, then large reactors are clear favorites
under the current cost assumptions. If, however, the data center demand size is lower,
electricity sales are low or unsure, reliability requirements are high, and interest rates are
elevated, then SMRs would be better suited to these conditions.

The various cost metrics presented in this work are relatively elevated, not only
because they are intended for the next movers but also because they did not account for any
tax credits. Federal tax credits—e.g., the Production Tax Credit (PTC) and Investment Tax
Credit (ITC)—have played a significant role in advancing investments in renewable energy
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in the U.S. by reducing net investment costs [49]. These credits either provide annual
financial incentives based on the electricity produced (PTC) or total depreciable capital
expenses (ITC) [50]. The IRA has further expanded and modified these tax credits, making
them available for advanced nuclear energy projects and offering additional bonuses for
projects built in disadvantaged communities and projects with a minimum level of domestic
content, and labor requirements [51]. While these tax credits do not reduce the gross costs
of building SMRs, they do increase post-tax income, effectively lowering the net costs of
investment for developers [52]. In summary, by enabling companies to recover part of
their expenditures through tax credits once profits are realized, the IRA reduced the net
cost-effectiveness of clean energy investments.

5. Optimizing the Mix of Nuclear Reactor Sizes

In all sections thus far, only a single type of reactor was considered within a system
(and compared to other single-type systems). In reality, it can be envisioned that a mix of
reactor types and sizes will be considered within the same system. For instance, 1500 MWe
of demand may require a combination of SMRs and large reactors rather than two 1000 MWe
plants, and its economic viability would rely on excess electricity sales. This section will
attempt to evaluate conditions under which a variety of different reactors is most optimal
from an economic and reliability standpoint.

5.1. Methodology for Evaluating Mixed Reactor Size Arrangements

Collocating reactors of various sizes introduces a set of optimization challenges. The
primary challenge is to develop an effective refueling schedule for a diverse mix of reactor
types and sizes. To address this, a genetic optimization algorithm implemented in an
open-source library [53] was used. The goal is to maximize the minimum daily availability
to meet the availability requirements of data centers. This optimization is achieved by
staggering the start times of the reactors to minimize the overlap of refueling periods.
For instance, Figure 14 illustrates an optimized schedule involving six reactor types of
various sizes and refueling intervals. In this figure, the total capacity of in-service reactors
consistently exceeds 801 MW. This threshold represents the total available capacity minus
the capacity of the largest reactor when it is offline.
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Evaluating the technoeconomics of a broad range of reactor sizes can quickly become
an intractable problem from an optimization standpoint. Furthermore, it is unlikely that a
given user would consider two designs of very close power outputs: it is better to just build
more of the same type to reap the benefits of economies of multiples. However, demand
sizes are rarely expected to be exact multiples of a given reactor size; hence, there is a need
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to consider a mix of power outputs for a realistic end-use case. To simplify the problem,
only three reactor types are considered in this section for collocation: a large reactor, an
SMR, and a microreactor. Their specifications are summarized in Table 4. The OCC, O&M,
and LRs are all based on the best estimate economies-of-scale curves derived in Section 4.

Table 4. Overview of the specifications for the three reactor types considered for collocation.

Power Output OCC O&M Learning Rate Refueling Interval

Large Reactor 1000 MWe USD
6145/kWe

USD
25/MWh 8% 2 years

SMR 300 MWe USD
7451/kWe

USD
36/MWh 9% 2 years

Microreactor 10 MWe USD
12,841/kWe

USD
94/MWh 12% 3.4 years

5.2. Imposing Daily Availability Requirements

Considering all possible combinations of the three reactor types for a specified power
demand and reliability constraint requires solving a bilevel optimization problem, where
one optimization problem (inner optimization) is nested within another (outer optimiza-
tion). The outer optimization task is to minimize the LCOE and satisfy the required daily
availability. This availability is calculated by solving an inner optimization problem, which
is optimizing the schedule, as discussed in the previous subsection. Solving the inner prob-
lem is necessary to ensure that the availability constraint is satisfied. Table 5 shows initial
results for a demand of 1500 MWe, no excess electricity sales, and a 6% interest rate. Assum-
ing a required capacity of 99%, only 10 of the 17 cases would satisfy this constraint. The
most optimal, from a minimal LCOE standpoint, is the case with SMR-only builds (six units
built). This is followed by the microreactor-only build case. The results appear to indicate
that building single reactor types is an idea for meeting daily availability requirements.

Table 5. Evaluation of alternative configurations of reactor types that meet set requirements. Cases
that match the 99% availability requirement are highlighted in green.

Number of Large
Reactors Number of SMRs Number of

Microreactors
Daily Capacity

Factor
LCOE

(USD/MWh) Overbuild

1 1 1 0.21 95 87%
2 0 60 0.39 153 173%
2 0 0 0.67 104 133%
0 5 0 0.80 87 100%
2 1 1 0.87 128 154%
0 5 25 0.96 107 117%
0 0 156 0.99 107 104%
0 0 155 0.99 107 103%
1 5 0 1.00 141 167%
0 6 0 1.00 99 120%
0 0 157 1.00 107 105%
2 2 2 1.08 145 175%
1 5 50 1.12 182 200%
0 7 0 1.20 114 140%
3 0 0 1.33 147 200%
3 3 3 1.75 208 262%

The results are also plotted in Figure 15. As can be seen, all of the cases with minimal
LCOE (dots colored in green) correspond to cases where no reactor mix was selected, and
a single type of reactor was built. This illustrates the strong influence of the LR on the
optimal solution. It is more advantageous to overbuild SMRs rather than build a mix of
them and microreactors. Similarly, it is advantageous to build out microreactors and accept
the penalty on economies of scale rather than build a mix of different reactor types. While
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the evaluation is not comprehensive, it does seem to point to the lack of incentive to opt for
a mix of reactors, even if no electricity sales are generated, especially for stringent daily
capacity factor requirements.
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5.3. Imposing Lifetime-Based Availability Requirements

Imposing daily capacity factors requires a higher overbuild of nuclear reactors. This is
still expected to be lower than for variable energy sources, which some studies have found
may need to overbuild by a factor greater than 10× under certain conditions [54]. Under
these conditions, because a set reactor would already be experiencing its learning curve, it is
most economical to stick with the same reactor type, as shown previously. However, when
availability requirements are relaxed to lifetime-based ones (e.g., if backup data centers can
be relied upon during refueling operations), the dynamic shifts.
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Figure 16 plots different conditions under which a mix of microreactors and SMRs
of a given size are ideal for data center demand. Overall, it appears that if the demand
load is not an exact multiple of an SMR’s capacity and the lifetime reliability requirement
increases, then a mix of reactor types is warranted. This is especially the case for 412 MW
demand (1.37× the size of an SMR), where more than 20% of the total installed capacity is
from microreactors. However, for the case with 514 MW (1.71× the size of an SMR), it is
more advantageous to overbuild by a significant amount (more than 15%) and only deploy
SMRs to benefit from learning rather than deploying a mix of reactor types. This further
illustrates the nuances in tradeoffs between economies of scale and multiples when the size
of available reactor types is fixed, and a data center can choose between two broad classes
of reactors. It is not expected that a mix of two reactors of the same class (e.g., two SMRs
or two microreactors) would prove to be economical. In such a scenario, learning would
be shared between designs and less substantial cost reduction from multiple deployments
would be obtained.

Energies 2024, 17, x FOR PEER REVIEW 24 of 40 
 

 

 

Figure 16. Breakdown of SMRs vs. microreactors under different demand sizes and availability re-
quirements. 

The results from Figure 16 are summarized in greater detail in Table 6. While several 
cases do include microreactor mixes, these appear to be idle for most cases and only turn 
on 3% of the time—when availability requirements are low—essentially when the SMR is 
being refueled. The only exception is for 412 MW of demand, where most microreactors 
are operational to the largest extent of the use cases considered. Their capacity factor 
reaches up to 31.6% for high lifetime reliability requirements. The model does not make 
an inherent assumption about how these are operated, i.e., whether they are all operating 
at a low power output and reach their nominal power when SMRs are refueling or when 
a select few are operating at full power with others turning on only when needed. It is 
likely that the latter would be more ideal from an operational perspective. Last, the table 
estimates the resulting LCOE for all of these use cases. In general (and as previously 
shown), the values tend to decrease; the larger the demand size, the higher the reliability 
requirement. 

Table 6. Summary of the results for SMR vs. microreactor factions under different demand and 
availability requirements. 

Demand 
(MWe) 
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Lifetime 

Availabil-
ity 

Number of Reactors 
Total Installed Capacity Nor-

malized by the Demand Actual Overall 
Capacity Factor 

LCOE 
(USD/MWh) SMRs 

(300 MW) 
Microreactors 
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SMRs Microreactors 

310 
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Figure 16. Breakdown of SMRs vs. microreactors under different demand sizes and availability
requirements.

The results from Figure 16 are summarized in greater detail in Table 6. While several
cases do include microreactor mixes, these appear to be idle for most cases and only turn
on 3% of the time—when availability requirements are low—essentially when the SMR is
being refueled. The only exception is for 412 MW of demand, where most microreactors are
operational to the largest extent of the use cases considered. Their capacity factor reaches
up to 31.6% for high lifetime reliability requirements. The model does not make an inherent
assumption about how these are operated, i.e., whether they are all operating at a low
power output and reach their nominal power when SMRs are refueling or when a select
few are operating at full power with others turning on only when needed. It is likely that
the latter would be more ideal from an operational perspective. Last, the table estimates
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the resulting LCOE for all of these use cases. In general (and as previously shown), the
values tend to decrease; the larger the demand size, the higher the reliability requirement.

Table 6. Summary of the results for SMR vs. microreactor factions under different demand and
availability requirements.

Demand
(MWe)

Required
Lifetime

Availability

Number of Reactors Total Installed Capacity
Normalized by the Demand Actual Overall

Capacity Factor
LCOE

(USD/MWh)SMRs
(300 MW)

Microreactors
(10 MW) SMRs Microreactors

310

0.95 1 1 96.8% 3.2% 0.962 109.6
0.96 1 1 96.8% 3.2% 0.962 109.6
0.97 1 2 96.8% 6.5% 0.994 110.7
0.98 1 2 96.8% 6.5% 0.994 110.7
0.99 1 2 96.8% 6.5% 0.994 110.7

1 1 3 96.8% 9.7% 1.025 114.4

412

0.95 1 11 72.8% 26.7% 0.961 114.9
0.96 1 11 72.8% 26.7% 0.961 114.9
0.97 1 12 72.8% 29.1% 0.985 115.1
0.98 1 12 72.8% 29.1% 0.985 115.1
0.99 1 13 72.8% 31.6% 1.008 116.2

1 1 13 72.8% 31.6% 1.008 116.2

514

0.95 2 0 116.7% 0.0% 1.122 106.7
0.96 2 0 116.7% 0.0% 1.122 106.7
0.97 2 0 116.7% 0.0% 1.122 106.7
0.98 2 0 116.7% 0.0% 1.122 106.7
0.99 2 0 116.7% 0.0% 1.122 106.7

1 2 0 116.7% 0.0% 1.122 106.7

620

0.95 2 2 96.8% 3.2% 0.962 97.7
0.96 2 2 96.8% 3.2% 0.962 97.7
0.97 2 3 96.8% 4.8% 0.978 98.4
0.98 2 4 96.8% 6.5% 0.994 99.0
0.99 2 4 96.8% 6.5% 0.994 99.0

1 2 5 96.8% 8.1% 1.009 100.4

The analysis thus far in this subsection only considered low-demand sizes that did
not warrant large reactors to be considered. Figure 17 considers ranges between 1310 and
2620 MWe. Under these conditions, large reactors appear in the mix, but only under certain
conditions. In the case of a demand size of 1310 MW, only when the required availability
is lower than the capacity factor of the reactor (96%) does the optimizer select a large
reactor plus an SMR to meet the demand. If capacity factors increase, a mix of SMRs
and microreactors becomes more economically attractive under the current assumptions.
The cases of 1742 or 2629 MW (5.8× and 8.73× the SMR power output, respectively)
interestingly only opt for SMR mixes apart for high availability requirements of 100%,
where two or three microreactors are needed. This aligns with the finding of the 514 MWe
demand case. When the demand is a multiple of the SMR output, then those reactor types
are ideal. However, even if the total demand is slightly below, it is still beneficial to opt
for SMRs and slightly overbuild the total capacity. It appears that an overbuild rate above
~25% is tolerable for an SMR-only arrangement (which is relatively low compared to orders
of magnitude higher overbuilds required for non-dispatchable power sources). Last, the
only other case with large reactors selected is for 2188 MWe of demand. This is a sweet spot
size, where at least two large reactors are needed, leading to some economies of learning
accrued, but the remaining power can only be filled by either one SMR or a handful of
microreactors. Interestingly, for lower availability criteria, the system opts for a dozen
microreactors while, for higher capacity factor requirements, overbuilding via a single SMR
is optimal.
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Figure 17. Breakdown of large reactor vs. SMR vs microreactors under different demand sizes and
lifetime availability requirements.

Looking more closely at the values in Table 7, these mixed cases are still under-
utilizing the secondary reactor types by a relatively substantial amount. Note that no
excess electricity sales are assumed here, which might alter the dynamics. However, in
general, these mixed configurations may not be ideal from an operational standpoint
because secondary resources have aggregated capacity factors between 1 and 20% in the
cases investigated. Because nuclear reactors are ideally run as baseload generators at
full capacity, it would be wiser to enforce demand sizes that lead to full usage of reactor
types or to seek secondary sales (from selling electricity back to the grid or generating
other products such as hydrogen). For these higher-demand needs, the LCOE values
are lower than USD 100/MWh across the board, which would be competitive with retail
prices of electricity in several markets. Finally, it is important to note that, in all of the
cases considered, no scenario in which a mix of all three—large reactors, SMRs, and
microreactors—was considered. Only two out of the three options were selected at the
time. Considering more than two types would severely limit economies of multiple and
lead to less competitive configurations overall.

Overall, the new capability showcased here can essentially determine the ideal mix of
reactor types for a given demand size and required availability. It assumes a given economy
of scale and LR benefits for the various classes of reactors, parameters which could be
adjusted by users. This could provide a useful tool to couple with energy-mix planners to
evaluate the integration of nuclear energy with other sources, namely variable renewables.
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Table 7. Summary of the results for large reactor vs. SMR vs. microreactor factions under different
demand and availability requirements.

Demand
(MWe)

Req. Lifetime
Availability

Number of Reactors Total Installed Capacity, Normalized
by Demand (%) Actual Overall

Capacity Factor
LCOE

(USD/MWh)Large Reactors
(1000 MW)

SMRs
(300 MW)

Microreactors
(10 MW)

Large
Reactors SMRs Microreactors

1310

0.95 1 1 0 76.3% 22.9% 0.0 0.954 91.7
0.96 0 4 11 0.0 91.6% 8.4% 0.963 91.9
0.97 0 4 12 0.0 91.6% 9.2% 0.970 92.2
0.98 0 4 14 0.0 91.6% 10.7% 0.985 92.6
0.99 0 4 15 0.0 91.6% 11.5% 0.993 92.8

1 0 4 16 0.0 91.6% 12.2% 1.000 93.0

1742

0.95 0 6 0 0.0 103.3% 0.0 0.994 84.2
0.96 0 6 0 0.0 103.3% 0.0 0.994 84.2
0.97 0 6 0 0.0 103.3% 0.0 0.994 84.2
0.98 0 6 0 0.0 103.3% 0.0 0.994 84.2
0.99 0 6 0 0.0 103.3% 0.0 0.994 84.2

1 0 6 2 0.0 103.3% 1.1% 1.005 85.6

2188

0.95 2 0 16 91.4% 0.0 7.3% 0.950 83.1
0.96 2 0 19 91.4% 0.0 8.7% 0.964 83.5
0.97 2 1 0 91.4% 13.7% 0.0 1.011 83.5
0.98 2 1 0 91.4% 13.7% 0.0 1.011 83.5
0.99 2 1 0 91.4% 13.7% 0.0 1.011 83.5

1 2 1 0 91.4% 13.7% 0.0 1.011 83.5

2620

0.95 0 9 0 0.0 103.1% 0.0 0.991 81.0
0.96 0 9 0 0.0 103.1% 0.0 0.991 81.0
0.97 0 9 0 0.0 103.1% 0.0 0.991 81.0
0.98 0 9 0 0.0 103.1% 0.0 0.991 81.0
0.99 0 9 0 0.0 103.1% 0.0 0.991 81.0

1 0 9 3 0.0 103.1% 1.1% 1.002 82.0

6. Applicability to Other Sectors: Thermal Heat Use Case

The comparison between economies of scale or multiples has been evaluated thus far
solely under the context of data centers. In reality, the findings would be applicable to a
wide variety of other sectors that operate in a BTM arrangement and have high-reliability
requirements. This would include nuclear for hydrogen [55], nuclear for direct air cap-
ture [56], nuclear for desalination [57], and nuclear for industrial applications [58]. To
illustrate the cross-applicability of the analysis to other types of energy applications, in-
dustrial heat markets are considered in this section. The analysis will be converted from
electricity to heat (typically in the form of steam) as the main product of the NPP. Recent
studies have already shown the technoeconomic viability of SMRs and microreactors cou-
pled to industrial heat applications [59,60]. This study builds on these insights and assesses
the tradeoffs between economies of scale versus multiples in the context of heat markets.

6.1. Projected Levelized Cost of Heat

In order to represent the results in terms of thermal energy, several corrections to cost
representations are needed. The various steps are summarized below:

1. A thermal-only power plant will not need to incur the costs of the turbine and associ-
ated maintenance. Because the only output is steam, those costs can be avoided. The
authors of [27] reviewed several cost estimates in the literature that were conducted
for electricity applications and thermal-only applications (assuming all other reactor
components stay the same). Based on the findings in the review, an OCC multiplier of
0.795 and an O&M multiplier of 0.966 are recommended for heat-only applications.

2. Values expressed in megawatts-electric must also be converted to megawatts-thermal
via the corresponding thermal efficiency. This is strongly reactor-dependent, with
water-cooled designs usually touting efficiencies around 33%, while sodium- and gas-
cooled variants have efficiencies approaching 40% in light of their higher operating
temperatures [27]. For simplicity in this section, a 35% thermal efficiency is assumed
throughout the reactor sizes. This implicitly assumed that only reactors of a similar
design are compared. Readers are directed to [59,60] for studies evaluating the
tradeoffs between reactor technologies of different temperature outputs.
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Using these correction factors, the analysis conducted in Section 4.2 can be replicated
for thermal applications. Figure 18 plots the results for different reactor outputs for a given
industrial-application megawatt-thermal demand size and availability requirement. The
figure of the metric is referred to as the “levelized cost of heat” (LCOH) and refers to the
cost of thermal energy (in USD/MWthermal or USD/MMBTU).
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Figure 18. Estimation of the LCOH at different reactor power outputs (reactor sizes). The plots
assume an interest rate of 6%.

Overall, the optimal reactor sizes for a given megawatts-thermal of demand are consis-
tent with those in Figure 13. This is expected because the analysis essentially renormalized
the values in thermal-relevant metrics. For low thermal-demand needs, SMRs of sizes
around 60–600 MWt are ideal. For much larger power outputs, GW-scale large reactors
are optimal. This does not take into consideration any temperature requirements from the
industrial application side.

The findings are in line with observations from [59,60], who pointed to nuclear energy
being competitive at price points of around USD 6–10/MMBTU. Without subsidies, the
USD 10/MMBTU threshold can be met with demand sizes of ~1500 MWt. LCOH can
approach the USD 6/MMBTU cost for demand sizes that are 10× larger.
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6.2. Reactor Mixes for Different Heat Demand Sizes

Repeating the analysis in Section 5.2 but representing the power demand in terms
of megawatts-thermal, the corresponding reactor mixes are plotted in Figures 19 and 20.
Again, heat-demand sizes below 2000 MWthermal are best served by SMRs, with some
microreactors as backup under certain reliability requirements. For larger heat demands,
GW-scale reactors were only selected when more than one unit was deployed and only
when SMRs were needed in sufficient numbers to exceed the crossover point. For in-
stance, for 6.2 GWthermal of heat demand, large reactors dominate capacity, while in the
7.5 GWthermal case, it is SMRs.
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Figure 19. SMR vs. microreactor mix for different heat demand sizes and lifetime availability
requirements.

Interestingly, one notable change between the electricity vs. heat cases was for the
3.7 GWt/1.3 GWe demand size with a 95% availability constraint. In the electricity case,
the system selected a large reactor with an SMR as a backup. The next best case consisted
of several SMRs and microreactors. The LCOE values were relatively close, with only a
3% difference between the two options. In the heat-only case, after accounting for capital-
and operational-cost adjustments, the solution was flipped: the SMR-plus microreactor
combination came in with 1% lower LCOE than the large reactor plus the SMR case. This
highlights how conversions between electricity and heat-only applications are not entirely
linear. Additionally, it illustrates just how sensitive some of these conclusions are to the
underlying assumptions. If the economy-of-scale curve or the LRs were only slightly
different, similar shifts between which reactor sizes are optimal would be observed.
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Figure 20. Large reactor vs. SMR vs. microreactor mixes for various heat demand sizes and lifetime
availability requirements.

7. Conclusions

The study showcases the conditions under which it is more attractive to build a larger
or smaller reactor to power data centers. Based on the findings here, there is no one-size-fits-
all solution. Based on the total demand size, availability requirements, economies-of-scale
curves, and external factors, reactors of different sizes can only be more or less ideal for
a given application.

Section 2 of the study mapped the economies of scale penalties that an SMR (or smaller)
reactor can afford in order to still compete with large reactors for a given LR. Assuming
reactors can reach an LR of 8%, then SMRs with a power range between 50 and 500 MWe
can afford to have their first unit up to 50% more expensive than a 1 GWe scale reactor.
Microreactors, on the other hand, with power outputs ranging from 1 to 20 MWe can afford
a penalty of as much as 200% at this learning rate level.

To adequately assess whether these penalties are affordable for smaller reactor con-
cepts, a more detailed analysis was needed using a best-estimate economies-of-scale func-
tion. The framework was developed to account for the need to overbuild nuclear capacity
to achieve a required daily availability requirement stemming from a data center (which
can be as high as 99.9%). In general, when compared to a 1 GWe reactor, which may
need 100% overbuild for high reliability, SMRs require around 10–50% overcapacity, while
microreactors can require as little as 2–5%. This highlighted another advantage of smaller
reactors over larger variants: outages of a single reactor are a smaller contributor to the
total capacity generated.

Using best estimates from the literature, the tradeoff between economies of scale and
multiples was evaluated quantitatively in Section 4. Depending on data center demand, the
required availability, the interest rate, and excess electricity sales prices, the optimal reactor
size would vary. For instance, for a 1000 MWe data center with availability requirements
above 95%, interest rates of 6%, and excess electricity sales of USD 40/MWh, the optimal
reactor size was an SMR of 200 MWe power output. If the demand increased to 5000 MWe,
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then large 1000 MWe reactors were ideal in terms of size. The results showcase how wide a
variety of factors drive the most optimal sizing for nuclear reactors.

It is important to highlight that, in reality, a mix of reactor sizes might also be ideal
to meet specific requirements. For example, assuming a required lifetime availability of
100%, if the total demand is 2188 MWe, the ideal mix would consist of two large reactors
(1000 MWe each) and one SMR (300 MWe). In contrast, if the demand is 2620 MWe, the
ideal mix would include nine SMRs (300 MWe each) and three microreactors (10 MWe each).
The conclusions of this work also hold for other targeted couplings of nuclear reactors with
energy applications, namely industrial heat applications.

8. Future Work

While informative for comparing the suitability of different nuclear energy sources
to baseload demands, this study provides the foundation for more detailed or higher-
resolution studies. Ultimately, a definite determination of the ideal energy mix for a data
center will require considering alternate types of sources, including variable renewables
such as wind and solar. Further analysis opportunities include time-dependent technical
and economic analysis of interconnected systems. The work conducted here by design
leads to use in the Framework for Optimization of Resources and Economics (FORCE) [61].
This toolset developed at INL was developed for the technoeconomic analysis (TEA) of
integrated energy systems. Some of these detailed analyses include complex heat and
power integration with nuclear generation as well as right-sizing generation technology
to optimize both dispatch and capacity to meet the needs of data centers. The research
described in this work has been assembled in a way to be directly usable within the FORCE
framework. The capital and operating costs with uncertainties, economies of scale, and LR
are all inputs to TEAs. This extension would allow the analysis to move from assumptions
of steady-state baseload operation to a more dynamic analysis, potentially including an
analysis of energy parks and energy reliability that builds on the analysis performed in
this work.

Because of FORCE’s dynamic in-time analysis, variable renewable energy (VRE)
sources can be added to the analysis and contrasted to nuclear generation to support
data center requirements. This would allow hourly (or more frequent) comparison of
dynamic data center energy use to the availability of wind and solar, as well as the need for
energy storage to balance the intermittent nature of VRE generation. This would provide
a platform for a wide analysis of zero-carbon sources to support data center energy needs.

Supplementary Materials: The implementation of the framework used in this paper, including
Python scripts and Jupyter notebooks that produced the results, can be accessed at https://github.
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Appendix A. Background on Nuclear Energy and Data Centers

This appendix provides background information on the surge in power demand from
data centers, the role of nuclear energy, and the growing interest in utilizing it.

Power demand from data centers in the United States has been growing steadily in
the last few years. A recent Electric Power Research Institute report notes that, between
2017 and 2021, electricity used by Meta, Amazon, Microsoft, and Google has more than
doubled [1]. It is expected that this electricity use will increase with the rollout of artificial
intelligence (AI), large language models, and an exponential increase in data traffic [2].
The volume of global data created and consumed in 2025 is currently projected to be three
times that of 2020 [3]. Several studies [4–7] estimate that by 2030, the market for data and
computational centers could expand by three to ten times its current capacity. A study by
the International Energy Agency (IEA) [8] compared the average electricity demand of a
typical Google search (0.3 Wh) with that of OpenAI’s ChatGPT (2.9 Wh). It is estimated that
if 9 billion searches are conducted daily, this would require nearly 10 TWh of additional
electricity per year. Another EPRI study stated that power demand for data centers could
be as high as 9.1% of the US electricity consumption by 2030, compared to ~4% of the total
load in 2023 [1]. These projections are backed up by load growth forecasts reported by
grid planners. For instance, the forecast for electricity demand has increased from 2.6 to
4.7% growth over the next five years [9]. Much of this growth is due to the increased
power consumption by data centers as well as additional demand from electrification and
a return of manufacturing to the United States. This energy competition is making power
availability one of the main limiting factors for building new data centers.

Many of the companies that operate the biggest data centers have short-term net-zero
goals. Google is targeting becoming net zero by 2030, with 24/7 operations on carbon-
free energy [10]. Microsoft has announced that it is planning to be carbon-negative by
2030 [11]. This is driving a large need for clean, firm, always-available power. Google,
Microsoft, and Nucor recently announced an initiative to aggregate large loads to allow for
larger investments in carbon-free baseload power like nuclear energy [12]. This interest
is growing, with many companies looking and openly considering how nuclear energy
can be coupled with data centers to support large loads with 100% carbon-free, reliable
electricity [13].

This critical intersection between nuclear energy and the data centers is underscored
by Amazon Web Services’ (AWS’) recent USD 650 million acquisition of Talen Energy’s Cu-
mulus data center campus at the Susquehanna Nuclear Power Station in Pennsylvania [15].
The campus, initially developed by Talen, includes a hyperscale facility powered by the
neighboring 2.5 GW nuclear plant, ensuring carbon-free energy. AWS plans to develop the
campus into a 960 MW data center with incremental power commitments. Additionally,
Talen will supply AWS with energy through a 10-year power-purchase agreement from the
Susquehanna site, ensuring a stable and green energy supply for data center operations [15].

Dominion Energy is also exploring the possibility of connecting a data center directly
to a nuclear power plant (NPP), Millstone Power Station in Connecticut, to meet the tech
sector’s growing demand for carbon-free electricity to power AI applications. Millstone,
which generates enough electricity for nearly two million homes annually, could be an
ideal location for a collocated data center. As data center power demand surges due to
AI advancements, Dominion is actively working to maximize the value of Millstone’s
output when its current power-purchase agreement expires in 2029. This case is also
another example of a broader trend in the tech industry: companies are increasingly
turning to nuclear power for reliable, carbon-free energy to support their expanding data
center operations [14].
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Appendix B. Ongoing Nuclear Project in the U.S.

Currently, several nuclear reactor projects are under development. These projects and
their expected operational dates are summarized in Table A1. It should be noted that this is
not an exhaustive list because other reactors are under development as well, but the list
provides a good representation of current timelines for deployment.

In addition to these projections, the U.S. DOE, through the National Reactor Innovation
Center (NRIC), has awarded USD 3.9 million to three advanced nuclear energy developers—
Radiant, Ultra Safe Nuclear Corporation, and Westinghouse—to develop the basis to test
their microreactor designs at the Demonstration of Microreactor Experiments (DOME)
testbed at Idaho National Laboratory (INL). These developers will advance their microre-
actor designs through a front-end engineering and experiment design (FEEED) process
that aids in planning for the design, fabrication, construction, and testing of fueled-reactor
experiments [62].

Table A1. List of current North American reactor projects under development.

Project Vogtle [63] GE-Hitachi
[64,65]

Advanced Reactor
Demonstration
Program (ARDP)

Kairos
[66] DOME FEEED [62]

Department
of Defense
(DoD)

AP1000 BWRX-300 Xe-100 [21] Natrium [67] Hermes USNC Radiant Westinghouse Project
Pele [68]

Power Output
(MWe) 2334 300

320 (four
80 MWe
modules)

345 Test
Reactor Design test reactor experiments 1–5

Expected Operation
Date (These are the
currently expected
dates for operation,
but they
may change.)

2024 2027–2028 2030 2028 2026 2026 2026 2026 2025
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Figure A1. The dependence of the crossover points for economies-of-scale penalties on total demand
(ranging from 1000 to 10,000 MWe) is analyzed, with individual reactor sizes varying from 1 to
500 MWe. The dark- and light-shaded regions indicate the impact of uncertainty in LRs for large
reactors and individual reactors (small or microreactors), respectively.
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Figure A2. The dependence of the crossover points on economies-of-scale penalties on the total
demand (ranging from 1000 to 10,000 MWe) is analyzed, with individual reactor capacities varying
from 1 to 500 MWe. The dark- and light-shaded regions indicate the impact of uncertainty in LRs for
large reactors and individual reactors (small or microreactors), respectively.
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required availability. The dark- and light-shaded regions indicate the impact of uncertainty in LRs
for large reactors and individual reactors (small or microreactors), respectively.
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Appendix D. Economic Considerations for Nuclear Energy

In this paper, the capital and operations and maintenance (O&M) costs of large reactors
and SMRs were taken primarily from a meta-study by Abou-Jaoude et al. [27]. It conducted
a thorough cost evaluation, using only vetted public information to provide reliable cost
projections for nuclear energy. The approach and assumptions are explicitly laid out in the
report, allowing users to challenge or reconsider them. Given the limited recent observed
data on future U.S. nuclear reactor costs, the report compiles a comprehensive list of
bottom–up estimates, evaluating averages and trends to identify reference ranges. The
report focuses on the next commercial offering after demonstrations and the cost ranges
that are considered applicable (from 2030 onward). The values reported are in a relatively
wide range to account for varying levels of conservatism. The upper end represents a
‘conservative’ cost estimate, with prices elevated due to poor project execution, supply-
chain issues, or other challenges. The lower end assumes efficient learning from initial
demonstrations and streamlined execution of follow-on constructions. While there is a
notable difference in the Overnight Construction Cost (OCC) values between SMRs and
large reactors, this gap narrows when considering construction timelines and financing
costs. SMRs are expected to achieve faster learning and larger cost reductions due to their
shorter construction times and modular nature.

Microreactor costs were taken from an earlier literature review by Abou-Jaoude et al. [28]
that surveyed nuclear cost data in an open-literature review. The study assigns equal
weight to all estimates, regardless of their source or date, to avoid biases, and it uses
quartiles for statistical analysis to reduce the impact of outliers.

In understanding the evolution of nuclear plants’ cost over time, the concept of the
learning rate (LR) plays a significant role. The LR quantifies how capital costs decline
when building more units. Average estimates of the LRs of large reactors and SMRs,
based on a meta-study [27] of the large reactors and SMRs, are presented in Table 2.
For microreactors, LRs were taken from [34]. This recent work provided a detailed cost
estimation for microreactors, including factory fabrication considerations, followed by an
evaluation of various possible microreactor factory configurations from both economic
and regulatory perspectives. It then delved into mass production considerations and
good design principles for a microreactor factory layout, including mapping tasks at every
workstation and providing initial cost and resource estimates. Note that [34] included cost
estimates for equipment and staffing, and the authors evaluated such key considerations
as factory-based production, which enables high-volume manufacturing to serve larger
markets, ensures better quality control, and can reduce costs through economies of scale
and more efficient resource use to establish mass production capability for microreactors.
The LR for the factory-based activities (excluding onsite activities, fuel costs, and startup
operations) is estimated (over 100 units) to be 24.3%, while the LR of the onsite activities is
estimated to be 8% (similar to the large reactors’ onsite LR). Assuming that factory-based
activities contribute to 40% of the overall cost [69], the aggregate LR is then calculated to
be 12.6%.
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